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1 Information Retrieval

Over the past 20 years, we have endured an exponential growth in the number of Internet
users. Trying to extract information from this exponentially growing resource of material can
be a daunting task. An interdisciplinary science field that deals with the automated storage
and retrieval of documents is called information retrieval (IR). IR systems are used to handle
extremely large sets of digital data and help reduce information overload.1 One of the largest
digital data sets is the Internet with more than 20 billion web pages. In order to extract a small
subset of useful information from this huge digital data set requires a web search engine. The
grandfather of search engines, which was really not a search engine, was call Archie created in
1990 by Peter Deutsch, Alan Emtage and Bill Wheelan. After Archie, followed a whole array
of search engines; World Wide Web Wanderer (1993), Excite (1993), Yahoo (1994), Infoseek
(1994), Lycos (1994), AltaVista (1995), and Google (1997) to name a few. In this project, you
will learn how to create a web search engine using the vector space model.

1.1 Vector Space Model

A matrix, A = ai,j called a term-by-document matrix is constructed where ai,j denotes the
frequency in which term i occurs in document (i.e. web page) j.

Doc1

Math, Math, Calculus, Algebra

Doc2

Math, Club, Advisor

Doc3

Computer, Club, Club

Doc4

Ball, Ball, Ball, Math Algebra

 

Advisor

Algebra

Ball

Calculus

Club

Computer

Math

Doc1 Doc2 Doc3 Doc4

    0       1       0       0

    1       0       0       1

    0       0       0       3

    1       0       0       0

    0       1       2       0

    0       0       1       0

    2       1       0       1

Figure 1: Example 1

Consider Example 1 in Figure 1. In this system all possible relevant words are Advisor,
Algebra, Ball, Calculus, Club, Computer, and Math. There are four documents or web pages.
The term-by-document matrix A, for this system is a 7×4 matrix. Notice that element a3,4 = 3

1Term was originate in 1970 from Alvin Toffler in the book Future Shock. Information overload refers to
having too much information in order to make a decision.
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denotes that in document 4 the term Ball occurs three times and that element a5,2 = 1 denotes
that in document 2 the term Club occurs once. Term-by-document matrices are inherently
sparse (i.e. many zero entries), since every word does not normally appear in each document.
Consider the term-by-document matrix of the math department’s web server at the University
of Rhode Island. It is a 11, 390×1, 265 matrix with 109, 056 non-zero elements, which equates
to less than 1% of the total number of entries of the matrix.

How does one search (i.e. query) a system to determine which documents contain the
search element? A simple naive approach would be to return the non-zero elements of the row
of the term-by-document matrix that matches your search element. For example, using Figure
1 and searching for Club the row corresponding to Club in the term-dy-document matrix is
[ 0 1 2 0 ], hence would return documents 2 and 3. And if you search for the term Algebra
the row corresponding to Algebra in the term-dy-document matrix is [ 1 0 0 1 ], hence would
return documents 1 and 4. For very large matrices this is not practical nor useful. For example,
there are many ways to express a given concept (club,organization) where the literal terms
in a user’s query may not match those of a relevant document but are similar to other terms
on the web page. Most words have multiple meanings (club, stick) so terms in a user’s query
will literally match terms in irrelevant documents. And most importantly you do not want to
just return matches, but you want to return documents in some ranked order, where the most
relevant documents that match (most similar) your query are returned first, i.e. ranked the
highest.

Consider the matrix A from Figure 1, and a query vector for Club,

A =



0 1 0 0
1 0 0 1
0 0 0 3
1 0 0 0
0 1 2 0
0 0 1 0
2 1 0 1


q =



0
0
0
0
1
0
0



Advisor
Algebra
Ball
Calculus

← Club
Computer
Math

Let the columns of the matrix A be denoted as A = [a1, a2, a3, a4]. Then the angle between
each column of aj for j = 1, 2, 3, 4 that is associated with a document and the query vector q
can be computed as follows (see page 337 textbook):

cos(θj) = qT aj
‖q‖‖aj‖ j = 1, 2, 3, 4.

For this example, with query vector for Club we have,

cos(θ1) = 0 cos(θ2) = 0.5774 cos(θ3) = 0.8944 cos(θ4) = 0 (1)

which states that document 3 is the best match. Notice that as θj → 0 (i.e. angle between
query vector and document vectors, (columns of A) coincide) then cos(θj)→ 1. At this stage
of the development of the vector space model for a search engine, using vectors and matrices
does not seem different than simply returning the row of the term-by-document matrix that
matches Club. However, it will soon become evident as to why using Linear Algebra is needed.

Lets look at Example 1 visually in a two-dimensional plot. In order to do that we will
need to project our systems onto a two dimensional space. To help us do this we will need the
Singular Value Decomposition (SVD) of A (see section 7.4 of the textbook). Let

A ≈ A2 = U2Σ2V
T

2 = [u1, u2]

[
σ1 0
0 σ2

]
[v1, v2]T
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be the rank 2 approximation of A, where σ1 ≥ σ2 are called singular values of A or the two
largest eigenvalues of ATA (see Section 5.1 in textbook). We define the left singular vectors U2

(or eigenvectors of AAT associated with the two largest eigenvalues of ATA) as approximations
of the term vectors and the right singular vectors V2 (or eigenvectors of ATA associated with
the two largest eigenvalues of ATA) as approximations of the document vectors. The projection
of the scaled documents onto a 2 dimensional space is given as

V2Σ2 = ATU2

and the projection of the scaled terms onto a 2 dimensional space is given as

U2Σ2 = AV2

Therefore,we can have a two-dimensional plot of the terms and documents by using the two
columns of U2Σ2 and V2Σ2.

x - coordinates y - coordinates
Terms σ1u1 σ2u2

Documents σ1v1 σ2v2

Figure 4: Two dimensional plot of the documents and terms in Example 1.

If we search for Club then Figure 4 clearly shows that Doc3 is the best choice as stated earlier.
However, if we search for Algebra, then it is not so obvious from Figure 4 which is the best
document. In order to see which is the best document, we will need to project the query vector
for Algebra (q = [0 1 0 0 0 0 0 ]T ) onto the document space. The scaled projection of the
query vector is given as,

qp = qTU2.

The query vector can be thought of as another document. So the query vector is projected the
same way the documents are, qTU2. Figure 5 illustrates the query vector for Algebra along
with plot of terms and documents. Notice that Algebra does not appear in Doc2 in Example
1 , however Figure 5 shows that the angle between the query vector and Doc2 is less than 90o

indicating some relevance to Algebra.
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Figure 5: Two dimensional plot of the documents, terms, and query vector for Example 1.

Doc2 contains the words Club, Math, and Advisor and Doc 4 and Doc 1 contain the words
Math and Algebra. All three documents do contain the same word Math, which might suggest
that the documents are related and hence Doc2 should be relevant. Also, notice that Doc3
does not contain the word Math or Algebra, suggesting it is unrelated and in fact the angle
between the query vector for Algebra and Doc3 in Figure 5 is almost 90o.

Literally matching terms in documents with those of a query is a bad idea. A better
approach is to match a query with the meaning of a document. Latent Semantic Indexing
(LSI) does just that. It overcomes the problems of lexical matching by using statistically
derived conceptual indices instead of individual words for matching.

1.2 Latent Semantic Indexing (LSI)

Latent semantic indexing examines the whole document collection to see which documents
contain similar words. LSI considers documents that have words in common to be semantically
close, and ones with few words in common to be semantically distant. The Singular Value
Decomposition (SVD) of A can be used to approximate the matrix A and is considered a
dimensionality reduction or a noise reduction process. For this project we will only consider
rank 2 approximations, but in real applications, higher ranks are used and are heavily studied.
The rank 2 approximation A2 is now free of noisy dimensions and the hidden data structure
which was masked by the noisy dimensions becomes evident.

To use LSI in the vector space model we can replace A with the rank 2 approximation,
A ≈ A2 = U2Σ2V

T
2 . Let the columns of the matrix A2 be denoted as A2 = [a21 , a22 , a23 , a24 ].

Then the angle between each column of a2j for j = 1, 2, 3, 4 that is associated with a document
and the query vector q can be computed as follows:

cos(θj) =
(qTU2)(Σ2V T

2 ej)

‖Σ2V T
2 ej‖‖q‖

j = 1, 2, 3, 4 (2)

where ej is the j-th axis vector.
Now returning to Example 1 and using equation (??) (LSI model) we have the following

results.
For Club,

cos(θ1) = 0.4109 cos(θ2) = 0.7391 cos(θ3) = 0.7947 cos(θ4) = −0.1120
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which gives the ordering Doc3, Doc2, Doc1, and Doc4.
For Algebra,

cos(θ1) = 0.3323 cos(θ2) = 0.1666 cos(θ3) = 0.0306 cos(θ4) = 0.3593

which gives the ordering Doc4, Doc1, Doc2, and Doc3. Notice the cosine of the angle between
Algebra and Doc3 is very close to zero, showing Doc 3 is an irrelevant document. This also
shows that Doc2 does have some relevant connection to Algebra.

Lastly, the weighting of the indices in the term-by-document matrix can also greatly impact
the results. Documents that have many words or often the same word repeated many times are
erroneously given a higher ranking in a non-weighting scheme. Weighting is beyond the scope of
this project. See N. Polettini, The Vector Space Model in Information Retrieval - Term Weight-
ing Problem, http://sra.itc.it/people/polettini/PAPERS/Polettini Information Retrieval.pdf,
2004 for more details.

2 Exercises (Extra Credit)

Maximum of 10 extra credit points applied to Project Assessment

Exercise 1:(2 points)
Using Example 1 and LSI, create a query vector for the term Calculus and compute the an-
gles (see Equation (2)) between the query vector and the columns of the matrix A2 (rank 2
approximation).

Exercise 2:(8 points total)
doc1: Romeo and Juliet.
doc2: Juliet: O happy dagger!
doc3: Romeo died by dagger.
doc4: “Live free or die”, New Hampshire.
doc5: Do you live in New Hampshire?
a) (2 points) Create a term-document matrix A. Do not use “stop words”, (and, O, by, or, the,
is, in, did, you, do) these words are considered to be too common for relevant web searching.
Treat New Hampshire as one word and only use the root of the words, i.e. die and died are
teated as the same word.
b) (2 points) Query for die and dagger, i.e. create one query vector for die and dagger. Com-
pute the angles (see Equation (1)) between the query vector and the columns of the matrix A
you created in part a.
c) (2 points) Similar to Exercise 1, use the LSI technique, query for die and dagger, i.e. create
one query vector for die and dagger. This time compute the angles (see Equation (2)) between
the query vector and the columns of the matrix A2 (rank 2 approximation of the matrix A
from part a).
d) (2 points) Explain your results from part b and c. That is, did the LSI method reduce the
noise and produce relevant documents for your search?
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